CPH 636:  Data Mining in Public Health

Spring 2009
Final Project Requirements




Dr. Charnigo
1. Choose a moderate to large public health or medical data set that has not been considered in any of the lectures or written assignments prior to Spring Break.  The sample size must be at least 200, there must be at least 5 distinct variables, and at least 2 of the variables must be continuous.  You are welcome to use the data set that you are analyzing for your capstone or thesis if it meets these requirements.  Otherwise you can obtain a suitable data set from an Internet repository such as  {http://lib.stat.cmu.edu/datasets}  or  {http://lib.stat.cmu.edu/DASL}.  This is an individual final project.  However, if desired, you may solicit feedback for improvement from one (and only one) classmate, under the following conditions: (a) the classmate does not use the same data set; and, (b) the classmate does not provide such substantial feedback that you would be obligated to include him/her as a second author if your final project were published in a journal.  In particular, the classmate should not be running SAS programs for you and should not be composing any portion of your written report.
2. Identify one of the continuous variables that could reasonably be regarded as an outcome; call it  Y.  Also, identify a dichotomous variable that could reasonably be regarded as an outcome; call it  Z.  If your data set does not come with a dichotomous variable, you can create a dichotomous variable from a continuous variable by labeling all subjects above the median as “1” and all subjects below the median as “0”.
3. Perform exploratory data analysis.  Carefully note any action that you take as a result of the exploratory data analysis (e.g., investigation or correction of suspicious values, removal of observations, variable transformations).  Then create training, validation, and test data sets.  In so doing, adhere (at least approximately) to a 50% / 25% / 25% split.

4. Apply three distinct regression-problem methods to the prediction of  Y.  For each method, carefully document the processes of model selection and evaluation.  Also, note whether you perceive any problems with the underlying assumptions.  Compare the performances of the three methods.
5. Apply three distinct classification-problem methods to the prediction of  Z.  For each method, carefully document the processes of model selection and evaluation.  Also, note whether you perceive any problems with the underlying assumptions.  Compare the performances of the three methods.

6. Prepare a written report to be submitted on or before Monday 04 May at 1:00 p.m.  The report should be typed in double space (not 1.5 space) with a font size of 11 or 12.  The suggested length for the report is  8  to  12  pages, including tables and figures.  The maximum length is  15  pages.  Please use the following structure.
Introduction:  Describe the data set (names and types of variables, what the variables represent, sample size, source of the data).  Indicate which continuous variable and which dichotomous variable will be regarded as outcomes.  Provide a rationale for the data mining: what will be gained if the outcomes can be predicted?

Exploration:  What is revealed by your exploratory data analysis?  Comment on pronounced departures from normality, outliers, suspected mistakes, and other anomalies.  If you wish to include a figure or two to aid your exposition, that is fine.  Describe what actions, if any, you take as a result of the exploratory data analysis.
Prediction of the Continuous Outcome:  Identify the three distinct methods that you use.  For each, carefully document the processes of model selection and evaluation.  Also, note whether there are any problems with the underlying assumptions.  Again, if you wish to include a figure or two to aid your exposition, that is fine.  Compare the performances of the three methods: which has worked best?

Prediction of the Dichotomous Outcome:  Identify the three distinct methods that you use.  For each, carefully document the processes of model selection and evaluation.  Also, note whether there are any problems with the underlying assumptions.  Once more, if you wish to include a figure or two to aid your exposition, that is fine.  Compare the performances of the three methods: which has worked best?

Discussion:  Summarize your findings.  How successful was the data mining?  Describe any impediments that you encountered but could not resolve.  If it had been within your power to resolve them, what would you have done differently or additionally? 

Each of the five sections will count for  20%  of your grade on the written report, subject to a penalty of  2%  for each page past the 15th.
7. Prepare a 10- to 13-minute oral presentation to be delivered on Monday 20 April or Wednesday 22 April at an assigned time between 2:35 and 3:50 p.m.  In the oral presentation, you may confine attention to either the continuous outcome or the dichotomous outcome, but you should otherwise follow the structure indicated for the written report.  Please plan to attend all of the oral presentations, out of respect for your classmates.  Create a PDF or PPT file of your slides to be displayed from the instructor’s laptop, but furnish me with a hard copy of your slides as well.  I suggest rehearsing the presentation to ensure an effective delivery and an ability to adhere to the time frame.
The content for each of the four sections (Introduction, Exploration, Prediction of the Continuous Outcome, Discussion  or  Introduction, Exploration, Prediction of the Dichotomous Outcome, Discussion) will count for  20%  of your grade on the oral presentation.  The quality of the delivery will count for  20%.  A presentation lasting less than 9 minutes will be penalized for being “too short”, and I will cut off speakers at 14 minutes because our class time is limited.

