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Course meeting schedule
Lectures will take place on Mondays and Wednesdays from 2:35 to 3:50 p.m. in College of Public Health 207, except during the week of 23 February.  There will be no formal laboratories; some lectures will finish early, allowing students to partake of laboratory-type activities under the instructor’s supervision, but otherwise students will partake of laboratory-type activities at their own convenience.  This departure from the usual single-day format of a two-hour lecture and a two-hour laboratory has been made necessary by several unanticipated schedule conflicts among interested students. 
Instructor contact information


Course Instructor:



Dr. Richard Charnigo

Office:





203-B College of Public Health

Telephone:




859.257.5678 x82072


E-Mail:




RJCharn2@aol.com

Home Page:




www.richardcharnigo.net

Office Hours:




4 to 5 p.m. on Mondays,







2 to 3 p.m. on Thursdays
Course description

This course familiarizes students with statistical techniques for and practical issues associated with the exploration of large public health data sets. Emphases are placed on the development of models from such data sets and on the effective communication of one's findings.

Course prerequisites
STA 570/STA 580 and CPH 535, or consent of instructor.  Regarding non-completion of STA 570/STA 580, you have the instructor’s consent if you have completed a comparable graduate course in statistical methods at another university or if you have completed any of the following at UK: STA 503, STA 671, CPH 630, CPH 930.  Regarding non-completion of CPH 535, you have the instructor’s consent if you have some familiarity with SAS (not merely the SAS Analyst point-and-click interface) from STA 503, STA 580, STA 671, CPH 630, CPH 930, another course, or a job.  

Course objectives
Students who complete CPH 636 will be able to do the following:

1. Articulate the challenges associated with the acquisition and analysis of large public health data sets;

2. Judiciously apply linear regression methodology to problems in public health;

3. Judiciously apply linear classification methodology, including logistic regression, to problems in public health;

4. Employ classification and regression trees to analyze large public health data sets;

5. Employ neural networks and nearest neighbor methods to analyze large public health data sets;

6. Articulate the strengths and weaknesses of various supervised learning techniques; and,

7. Apply unsupervised learning techniques to problems in public health.

College of Public Health objectives in Biostatistics
See pages 7 and 8 of this document for an inventory of terminal objectives in Biostatistics and the extent to which they are fulfilled after completion of this course.
Public health competencies in Biostatistics
See page 9 of this document for an inventory of ASPH (Association of Schools of Public Health) competencies in Biostatistics and the extent to which they are fulfilled after completion of this course.
Textbook and course materials 
Fernandez, George (2003).  Data Mining Using SAS Applications.  Boca Raton, FL: Chapman & Hall/CRC.  
Note:  Some other books of interest, not required for this course, will be identified in Lecture 1.  Course materials will be posted at  www.richardcharnigo.net/CPH636S09/index.html  as the semester progresses.  I will usually make an announcement by e-mail when new materials have been posted, so please check your e-mail daily and let me know during the third week of the semester if you have not been receiving my announcements.  
Course requirements and learner evaluation

Written Assignments:  There will be five written assignments for you to work on outside of class.  Tentatively, the written assignments will be due at the end of class on the Mondays of 02 February, 16 February, 09 March, 30 March, and 13 April.  You are encouraged to work in self-selected groups of two or three, handing in one copy of the assignment for the group.  However, you may work individually if you prefer.  Written assignments are ordinarily to be submitted in hard copy.  Electronic submission (in Microsoft Word 2003 or PDF) may be allowed under exceptional circumstances if you obtain my permission in advance.  Permission will not be given simply to facilitate cutting class.
Final Project:  There will be a non-collaborative final project entailing both an oral presentation and a written report.  You will choose a moderate to large public health or medical data set that has not been considered in any of the lectures or written assignments prior to Spring Break.  The sample size must be at least 200, there must be at least 5 distinct variables, and at least 2 of the variables must be continuous.  You are welcome to use the data set that you are analyzing for your capstone or thesis if it meets the above requirements; otherwise you can obtain a suitable data set from an Internet repository.  To ensure that you have sufficient time to comfortably complete the final project, I suggest that you choose your data set by Monday 23 March.

During or shortly after Spring Break, I will furnish detailed guidelines on what I expect for the oral presentation and written report.  Oral presentations will be given on Monday 20 April and Wednesday 22 April.  Each oral presentation will last approximately 10 minutes.  Written reports will be due on Monday 04 May at 1 p.m. and are to be submitted to me in person or left under my office door (203-B College of Public Health).  You are welcome to submit your written report on Wednesday 29 April, but I cannot require this because of UK regulations on dead week. 


Grading:  Your grade for the course will be determined by the written assignments (60%) and the final project (10% for oral presentation and 30% for written report).  There may be opportunities to earn bonus points (e.g., for finding mistakes in course materials or for outstanding participation in class discussions).  The cutoff for an “A” will be no higher than 90%, the cutoff for a “B” will be no higher than 75%, and the cutoff for a “C” will be no higher than 60%.  Anyone with the prerequisites who takes the course seriously should score well above 75%.
Late Policy:  Cases involving any of the following will be handled individually: University-excused absences, University-prescribed academic accommodations, recommendations for special consideration from the office of an appropriate Dean or the Ombud.  Otherwise: 


1. A late submission of a written assignment or the written report will be accepted at 75% credit within 24 hours and at 50% credit within 48 hours.  If you are late with a written assignment or the written report, please leave it under my office door (203-B College of Public Health) and send me an e-mail so that I know to look.  


2. If you fail to show up for your oral presentation, you may deliver your oral presentation to me personally at a mutually agreeable time later that week.  In this case, the oral presentation will be accepted at 50% credit.

Expectations of the course instructor
1. I expect you to attend essentially all classes.  Missing one or two classes for a legitimate reason is ordinarily not a problem.  However, missing several classes not only hurts my feelings but also undermines the learner’s efforts to fulfill the College of Public Health terminal objectives in Biostatistics and the ASPH competencies in Biostatistics.  You pay dearly for your education – more than you may realize because the currency of your investment is not limited to dollars.  So, please make the most of your learning opportunities!
2. I expect not just your attendance but also your active involvement.  You can ask me questions during class if you are confused about what I have said or if your intellectual curiosity about the subject matter warrants it.  I will often pose questions myself, which you will be invited to answer.  You can also come to office hours and send me e-mail if you have questions about the subject matter or the computing.  
3. I expect you to keep a positive attitude throughout the semester.  This offering of CPH 636 is being shaped to meet the needs of as many students as possible, not just in terms of the schedule but also in terms of subject matter presentation.  In some lectures I may offer extended remarks of a technical nature to students with an advanced mathematical background; these remarks will, I hope, be quite valuable to such students.  Those without an advanced mathematical background are asked for their patience while I offer these remarks.
4. I expect you to take the initiative in making arrangements for your computing needs.  If you wish, you can work in College of Public Health 207 whenever the room is not otherwise occupied.  The computers in College of Public Health 207 are equipped with SAS software and the Enterprise Miner add-on, which is rather expensive and does not routinely accompany SAS.  The author of your textbook has provided several SAS macros that allow a number of data mining techniques to be implemented without Enterprise Miner.  We will make good use of these macros.  However, there are a few techniques for which the author does not provide SAS macros.  For these we will use Enterprise Miner or write our own code.  If you prefer to work outside of College of Public Health 207, you will need to have access to SAS and Enterprise Miner.  Although I cannot reasonably suggest that you purchase Enterprise Miner, acquiring a personal SAS license may be a good investment.  Inquiries about acquiring a personal SAS license may be directed to Aric Schadler of the SSTARS Center at  schadler@email.uky.edu .  
Academic honesty

The Department of Biostatistics, the College of Public Health, and the University of Kentucky place a premium on academic honesty.  The Student Rights and Responsibilities document is available at  www.uky.edu/StudentAffairs/Code/part2.html .
Accommodations

If you have a documented disability that requires academic accommodations, please see me as soon as possible during scheduled office hours.  In order to receive accommodations in this course, submit to me a Letter of Accommodation from the Disability Resource Center (www.uky.edu/TLC/grants/uk_ed/services/drc.html).  If you have not already done so, please register with the Disability Resource Center for coordination of campus disability services available to students with disabilities.
Inclement weather
The University of Kentucky has a detailed policy for decisions to close in inclement weather.  This policy is described at  http://www.uky.edu/MicroLabs/documents/p-weather.pdf  or you can call  859.257.5684.
Unforeseen contingencies
In the unlikely event that an unforeseen contingency requires additional course policies, you will be promptly notified of such policies in an e-mail memorandum.
Weekly schedule of lecture topics
	Lecture
	Dates
	Topics (Relevant Sections of the Textbook)

	1
	Wednesday 14 January,

Wednesday 21 January
	Introduction to data mining; motivating examples in public health and other disciplines; sources of public health data; supervised versus unsupervised learning; organization of data; reading data into SAS (1.1 – 1.9, 2.1 – 2.3, 2.7)

	2
	Monday 26 January,

Wednesday 28 January
	Variable types; the curse of dimensionality and statistical modeling; bias-variance tradeoff; rationale for creating training data, validation data, and test data; creating training data, validation data, and test data in SAS (2.4 – 2.7)  

	3
	Monday 02 February,

Wednesday 04 February
	Rationale for exploratory data analysis; numerical and graphical techniques for exploring continuous variables; numerical and graphical techniques for exploring categorical variables; exploratory data analysis in SAS (3.1 – 3.4) 

	4
	Monday 09 February,

Wednesday 11 February
	Regression versus classification paradigm; the simple linear regression model; the multiple linear regression model; interpreting linear regression coefficients and quantifying explanatory ability; linear regression in SAS (5.1 – 5.3, 5.5)

	5
	Monday 16 February,

Wednesday 18 February
	Diagnostic plots in linear regression; model selection criteria based on training data; model selection and evaluation based on validation and test data; scoring new linear regression data in SAS (5.3, 5.6, 5.7)

	6
	Monday 02 March,

Wednesday 04 March
	The binary logistic regression model; interpreting logistic regression coefficients and quantifying predictive ability; diagnostic plots and model selection in logistic regression; logistic regression in SAS; scoring new logistic regression data in SAS (5.4, 5.8, 5.9)

	7
	Monday 09 March,

Wednesday 11 March
	Introduction to discriminant analysis; linear discriminant analysis; quadratic discriminant analysis; discriminant analysis in SAS (6.1 – 6.6, 6.9)

	8
	Monday 23 March,

Wednesday 25 March
	Regression trees; classification trees; missing data in the context of trees; comments about missing data in general; trees in SAS  

	9
	Monday 30 March,

Wednesday 01 April
	Neural networks for regression; neural networks for classification; neural networks in SAS  

	10
	Monday 06 April,

Wednesday 08 April
	Nearest neighbor methods for regression; nearest neighbor methods for classification; comments on strengths and weaknesses of various supervised learning techniques; nearest neighbor methods in SAS

	11
	Monday 13 April,

Wednesday 15 April
	Principal components; factor analysis; principal components and factor analysis in SAS (4.1 – 4.4, 4.6, 4.7)

	---
	Monday 20 April,

Wednesday 22 April
	ORAL PRESENTATIONS



	12
	Monday 27 April,

Wednesday 29 April
	K-means clustering; hierarchical clustering; K-means clustering in SAS (4.5, 4.6, 4.8)


Below we list the College of Public Health terminal objectives in Biostatistics and their associated competencies.  The entries in the third column indicate the minimal level of attainment for someone who has successfully completed CPH 636.  A “1” represents awareness, a “2” represents knowledgeability, and a “3” represents proficiency.  

	Terminal Objectives 

in Biostatistics
	Competencies
	Level of Attainment

	1. Explain basic principles of statistical estimation and inference.
	a. Conceptualize sample measurements as realizations of random variables; 

b. Conceptualize estimates of population parameters as realizations of random variables;

c. Construct confidence intervals for population parameters;

d. Formulate statistical hypothesis tests concerning population parameters; 

e. Quantify the power of some basic hypothesis tests;

f.  Determine appropriate sample sizes for some basic hypothesis tests; 

g. Articulate the relationship between confidence intervals and hypothesis tests.
	2

2

2

2

1

1

2

	2. Identify and use standard experimental and sampling designs.
	Be conversant in the use of the following:

a. designing and analyzing a two way lay out with interaction;

b. designing and analyzing experiments with repeated measures;

c. designing and analyzing simple cross over experiments;

d. adjusting for the effects of confounders and/or stratifying variables;

e. explaining the biostatistical components of a clinical trial including large prevention trials in public health and community intervention studies;

f. monitoring the progress of a disease over time using time series analysis or disease surveillance methods; 

g. applying spatial statistics to a problem in public health that has a geographic component.
	1

2



	3. Understand elementary probability concepts used in Public Health.
	a. Characterize conditional probability both mathematically and intuitively;

b. Express the specificity of a diagnostic test as a conditional probability;

c. Express the sensitivity of a diagnostic test as a conditional probability; 

d. Construct and interpret the receiver operator curve of a diagnostic test;

e. Apply Bayes’ Theorem to calculate the predictive positive value of a diagnostic test from the specificity, sensitivity, and disease prevalence;

f. Describe the binomial probability model and the contexts in which it arises;

g. Describe the Poisson probability model and the contexts in which it arises;

h. Employ Markov chains to describe random phenomena with a special probabilistic structure.
	1

1

1

1

1 



	4. Apply statistical methods commonly encountered in univariate data analysis.
	a. Use descriptive statistics effectively;

b. Perform paired and independent t-tests to compare means;

c. Calculate chi squared statistics to compare proportions as well as construct confidence intervals for odds ratios and relative risk;

d. Analyze data obtained from one way ANOVA designs (including multiple comparisons and contrast);

e. Fit a simple linear regression model;

f. Construct Kaplan Meier curves for right censored observations and compute the log rank statistic to compare these curves between two groups.
	2

2

2

2

2

2



	5. Apply statistical methods commonly encountered in multivariate data analysis.
	a. Identify and apply appropriate multivariate statistical models including multiple linear regression, logistic regression, Poisson regression, proportional hazards regression, and mixed models;

b. Critically interpret the outcomes of the multivariate analysis;

c. Conduct graphical and analytical model diagnostics, and recommend remedies based on the diagnostics;

d. Integrate the outcomes of multiple studies using meta analysis.
	1

2

2



	6. Gather, organize, and manage health survey data.
	a. Design a health survey instrument; 

b. Assess instrument/item reliability and validity;

c. Draw and analyze a simple random sample of measurements;

d. Implement and analyze more complex survey designs including stratified samples, clustered samples, and multistage samples;

e. Process incomplete data using imputation;

f. Adopt an appropriate weighting scheme for observations in a health survey. 
	2

1

	7. Effectively use statistical software to collect, manage, and analyze Public Health data.
	a. Master the use of SAS analyst, a click and point statistical software;

b. Acquire the skills necessary to write code for SAS programs;

c. Understand the principles of data acquisition, verification, and validation;

d. Become skilled at editing, combining, and linking data sets;

e. Learn the fundamentals of data manipulation and analysis;

f. Efficiently create tables, graphs, and reports;

g. Learn the fundamentals of the SAS macro facility;

h. Learn to use nQuery Advisor, a sample size calculation software program.   


	2

2

2

2

2

2

2



	8. Critically review biostatistical issues arising in Public Health literature.
	a. Demonstrate they can select appropriate statistical methods for the problem;

b. Resolve controversial issues associated with competing solutions in biostatistics for the same problem (discussing strengths and weaknesses).


	2

2

	9. Interpret and clearly express findings.
	a. Interpret univariate statistical models;

b. Interpret complex multivariate statistical models;

c. Express their findings clearly both verbally and in writing.
	2

2

2

	10. Integrate principles of biostatistics in the practice of Public Health.
	a. Use statistical methodology to analyze public health data;

b. Recognize the potential for statistics to aid in the development of guidelines and policies, the implementation and management of programs, and the evaluation of programs.
	2

2


Below we list the ASPH competencies in Biostatistics and indicate the minimal level of attainment for someone who has successfully completed CPH 636.  The parenthetical numbers 0, 1, 2, and 3 represent Unaware (No information or skill in this area), Aware (Basic mastery; able to identify the concept or skill but with limited ability to perform or apply it independently), Knowledgeable (Intermediate level of mastery; able to apply and describe the concept or skill), and Proficient (Advanced mastery; able to synthesize, critique, or teach the concept or skill).

ASPH Biostatistics Competencies 

1. Describe the roles biostatistics serves in the discipline of public health. (2)

2. Distinguish among the different measurement scales and the implications for selection of statistical methods to be used based on these distinctions. (2)

3. Apply descriptive techniques commonly used to summarize public health data. (2)

4. Describe basic concepts of probability, random variation, and commonly used statistical probability distributions. (1)

5. Apply common statistical methods for inference. (2)

6. Describe preferred methodological alternatives to commonly used statistical methods when assumptions are not met. (2)

7. Apply descriptive and inferential methodologies according to the type of study design for answering a particular question. (2)

8. Interpret results of statistical analyses found in public health studies. (2)

9. Develop written and oral presentations based on statistical analyses for both public health professionals and educated lay audiences. (2)

10. Apply basic informatics techniques with vital statistics and public health records in the description of public health characteristics and in public health research and evaluation. (2)
